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W. Maddox, S.Tang, P.G.Moreno, A.G. Wilson, A.Damianou:
Fast Adaptation with Linearized Neural Networks. 2019
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Also assuming Gaussian i.i.d noise for weights and biases

Neal 1994; Williams 1997
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1-dim 2-dim co-dim

A GP is a distribution over functions.
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> A Gaussian 3+#$1+:*$+depends on a covariance ("$1+;.
> A Gaussian )1'<O##  depends on a covariance 7*,<$+',.

p(f1, f2;@aaf,) ~ N (0, K)

p(fi. f2, 884, 888fx) ~ GP(0, k(z,2"))
Y

covariance function

2/28/20 A. Damianou amazon



Neural networks:

* Require a large number of data and, even then, are fooled by out-of-distribution examples

« Do not have good uncertainty calibration p(y|f (@p)) vs f p(ylf)p(f D)

* Are not easy to compose together (black-boxes) f ([Wl, Wg]) VS fl ! f2

But they are easy to learn and work well in practice!

amazon



0&#3$"$":'%*&'/1)&3",<'3&25"%".'%*&'/1)&3

ML in a nutshell:

STEP 1: Define the model
STEP 2: Learn the model

2/28/20 A. Damianou amazon
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ML in a nutshell:

STEP 1: Define the model
STEP 2:/0"1, the model

\a\ r\‘
3 L
N

“Did we throw the baby out with the bathwater? (MacKay 2002)”
2/28/20 A. Damianou amazon
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> Use neural networks in the situations where they work well.
» Encode them in function space through a GP with Neural Tangent Kernel (NTK).

» Manipulate the resulting function e.g. for domain adaptation.

amazon
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> Use neural networks in the situations where they work well.
» Encode them in function space through a GP with Neural Tangent Kernel (NTK).

> Manipulate the resulting function e.g. for domain adaptation.
We encode inductive biases from the trained DNN (leveraging learnability),
not from the DNN architecture (which would defeat the purpose).

W. Maddox, S. Tang, P. Moreno, A. Wilson, A. Damianou: Fast Adaptation with Linearized Neural Networks. 2019

amazon



Adaptation in parameter vs function space

If f1(wq) solves taskl andf»(w») (unknown) solves task:

' Fine-tuning: Take an arbitrary subset of (the vasfj;, move it for an arbitrary
number of steps towards (hopefullyy-.

' Our method: Take the whold¢ 1 and move it towardd , in the function space -
closed-form (for regression) with accompanying uncertainty.

A GP encodes smoothness assumptions: thsiose to task2! f, close tof ,.

amazon



GP with NN Inductive biases

' Fit DNN's parameters w on data x.

' Consider a GP f with kernel: k(x,x’) = J(x;w)"'J(X;w).

| Adaptation: p(f4|Xs, %, ) = N (H,, Kee ! K Kl Ky s)

where e.g. kix = K(Xx, %) = I (X4, W) T I (x; W).

! Equivalent to Bayesian generalized linear model with Jacobians as features.

amazon



E! cient computations

My = kg Ko f
ki = ki ! KixK ok

2/28/20 A. Damianou amazon



E! cient computations

M = k!XK;'(xl]c
ki = ki ! KixK Kyl

! Observation 1: Di cult parts can be cached.

2/28/20 A. Damianou amazon



E! cient computations

My = kg Ko f
ki = ki ! KixK ok

' Observation 1. Oi cult parts can be cached.
' Observation 2: We can turn inversion into optimization:

1 . ) -- |
g(a) = éa# Ka! a*f has maximum ad= K 1f  [Pleissetal 2018]

amazon



E! cient computations

My = kix Ko f
ki = ki ! KixK Ky

I Observation 1. Oi cult parts can be cached.
I Observation 2: We can turn inversion into optimization:

1 . ) , |
g(a) = éa# Ka! a*f has maximum ad = K 1f  [Peissetal 2018]

' Fort iterations the covariance expressed in terms of matrices witolumns.
' Allows to acces¥K f lazily using fast MVP.

amazon
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— Network Pred
——  Ground Truth
® Train Data

—— Transfer Prediction

RBF GP
® Transfer Data

— ABLR
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—- No Re-Training

—¥— NTK
—@- Retrained Last Layer

10

A. Damianou

10°
Number of Validation Points

10

amazon



D*2%'1")1"E%"*2?&'%$/&'%1'0*1(
» Theory from DNN training dynamics across GD justifies the approach.

» Justifying the assumption about Jacobian similarity across tasks.

» Framework for working in the parameter space (Bayesian GLM) or the
function space (GP).

» Fast computations through MVP.

amazon
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Questions?
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Appendix

amazon



DNN training dynamics in GD

T =1 13,(x)" Iw(x)# ¢ logp(y|f, x)

Neural Tangent Kernel (NTK)

' The NTK governs the dynamics df throughout the GD training ofw.

| Taylor expand:f (x, w) $ f (x, wg) + Jw (X, Wg)" (W ! wp)

Lee et al. arXiv:1902.06720 amazon



DNN training dynamics in GD

T =1 13,,(X)" Jw(X)# ¢ logp(ylf,x )
Neural Tangent Kernel (NTK)
' The NTK governs the dynamics df throughout the GD training ofw.
' Taylor expand:f (x, w) $ f (X, wo) + Jw (X, Wg)" (W ! wp)
' Linear inw, non-linear in inputs (because df)

' Linear model using feature map (kernel), (x, wg)' Jw (X, Wq)

Lee et al. arXiv:1902.06720 amazon
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* For linearized networks around w0, the network output becomes a linear model
with NTK.

* For non-linearized networks and small learning rate, same behavior arises with
GD.

amazon
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* For linearized networks around w0, the network output becomes a linear model
with NTK.

* For non-linearized networks and small learning rate, same behavior arises with
GD.

* We leverage this to linearize the network at convergence, w_final, and use it
within a GP with the NTK.

* This also allows us to do DNN transfer learning analytically with GPs: we transfer
neural network parameters (= kernel parameters) across tasks.

amazon
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See also Fisher Matrix similarity assumptions by Lian et al. ’17, Achille et al. ‘19
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